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74 inventory analytics

Introduction

In this chapter, we discuss predictive analytics techniques for
demand forecasting in inventory control. The techniques surveyed
in this chapter originate in the realm of time series analysis and
forecasting. We first introduce the notion of time series, then we
survey a portfolio of time series models. We show how to fit these
models to data and how to generate forecasts, confidence, and
prediction bands.

• Time series p. 75

• Stationary demand & the Moving Average method p. 77

• The random walk & the Naïve method p. 81

• The random walk with drift & the Drift method p. 84

• The seasonal random walk & the Seasonal Naïve method
p. 87

• Forecast quality metrics p. 90

• Prediction Intervals p. 93

• Box-Cox transformations p. 98

• Simple Exponential Smoothing p. 99

• Double Exponential Smoothing (Holt’s method) p. 104

• Triple Exponential Smoothing (Holt-Winters’ seasonal
method) p. 106

• Differencing p. 108

• The Autoregressive (AR) model p. 109

• The Moving Average (MA) model p. 111

• The Autoregressive Integrated Moving Average (ARIMA)
model p. 113

• Practical considerations p. 114
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Time series

Definition 4. A time series is a series

{x1, x2, . . .}

of indexed data points.

Examples of time series include: hourly temperatures at a given
day/location, daily closing values of the Dow Jones Industrial
Average, quarterly gas meter readings for a given household, etc.

Example 16. In Table 4 we present a time series: the value at market close
of the Dow Jones index between Mon 3 Aug 2020 and Fri 14 Aug 2020.25 25 https://finance.yahoo.com/

Date Dow Jones

Mon 3 Aug 2020 26664.4
Tue 4 Aug 2020 26828.5
Wed 5 Aug 2020 27201.5
Thu 6 Aug 2020 27387.0
Fri 7 Aug 2020 27433.5
Mon 10 Aug 2020 27791.4
Tue 11 Aug 2020 27686.9
Wed 12 Aug 2020 27976.8
Thu 13 Aug 2020 27896.7
Fri 14 Aug 2020 27931.0

Table 4 Dow Jones Industrial Average
between Mon 3 Aug 2020 and Fri 14

Aug 2020.

Time series analysis aims at extracting statistics and/or other
information from time series data. The process typically starts with
a so-called exploratory analysis, which aims at summarising key
characteristics of time series data, often with visual methods, in
order to formulate and test hypotheses.

Example 17. In Fig. 42 we illustrate the behaviour of the Dow Jones
Industrial Average between Mon 3 Aug 2020 and Fri 14 Aug 2020.
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Fig. 42 Line chart of the Dow Jones
Industrial Average between Mon 3

Aug 2020 and Fri 14 Aug 2020; note
that there are no readings during the
weekend, since the stock market is
closed.

Time series forecasting leverages a model, e.g. a stochastic model,
to predict future values based on previously observed values.

A possible approach to time series analysis and forecasting is
to assume the time series is a realisation — i.e. an indexed set of
observed values — of a given stochastic process.26 26 Robert G. Gallager. Stochastic processes.

Cambridge Univ. Pr., 2013.
Definition 5. A stochastic process {Xt} is an indexed set of random
variables, where t ∈ T , and the set T used to index the random variables
is called the index set.

A stationary stochastic process is a stochastic process whose
unconditional joint probability distribution does not change when
shifted in time.

https://finance.yahoo.com/
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Definition 6. Let {Xt} be a stochastic process; and Ft,...,n(x) be the joint
cumulative distribution function of {Xt, Xt+1, . . . , Xt+n}, where n > 0.
{Xt} is stationary if Ft,...,n(x) = Ft+τ,...,n+τ(x), for all τ.

Lemma 26. A stochastic process {Xt} in which all Xt are independent and
identically distributed random variables is stationary.

Definition 7 (White noise). A stochastic process is said to be a white
noise if its constituting random variables each have a probability distribu-
tion with zero mean and finite variance, and are mutually independent.

Lemma 27. A white noise is stationary.

Definition 8 (Gaussian noise). A Gaussian noise is a white noise in
which all components follow a normal distribution with zero mean and the
same variance σ2.

Example 18 (Gaussian white noise). In Fig. 43 we illustrate 30
realisations of a standard Gaussian noise, i.e. σ2 = 1.
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Standard Gaussian noise Fig. 43 A standard Gaussian noise.

Time series analysis techniques that assume the existence of an
underpinning stochastic process may be divided into parametric
and non-parametric.

Parametric approaches assume that there exists an underlying
stationary stochastic process possessing a certain structure, which
can be described using a small number of parameters; the task is
then to estimate the parameters of the model that describes the
stochastic process.

Non-parametric approaches do not assume that the underpin-
ning stochastic process has any particular structure.

In what follows, we will focus on parametric approaches. Once
a model for the underlying stochastic process has been chosen, one
can carry out forecasting and predict the future behaviour of the
underlying stochastic process.
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Four simple forecasting methods

Behind a forecasting method there is often an underpinning work-
ing hypothesis that justifies it, and that motivates an underlying
stochastic model. In this section, we will focus on four simple
forecasting methods and on their underlying stochastic models.27 27 The four methods are: the Moving

Average method; the Naïve method;
the Drift method; and the Seasonal
Naïve method. It is often the case
that one of these simple methods
may be the best forecasting method
available for a given application;
alternatively, these methods may be
used as benchmarks.

Stationary demand & the Moving Average method

The working hypothesis here is that: “tomorrow will be roughly the
same as today.” This hypothesis leads to a (stationary) stochastic
process {Xt} in which all Xt are independent and identically dis-
tributed random variables. Moreover, it is customary to assume
forecast errors are normally distributed, therefore we will consider
a Gaussian process as the underpinning stochastic process. To char-
acterise this stochastic process, we must therefore know, or estimate,
the distribution of Xt, that is its mean µ and standard deviation
σ. In Listing 51 we show how to sample a Gaussian process with
given mean µ and standard deviation σ in Python.

def sample_gaussian_process(mu, sigma,
realisations):

np.random.seed(1234)
return np.random.normal(mu, sigma,

realisations)

Listing 51 Sampling a Gaussian
process in Python.

Moving Average. This method predicts that

X̂t+k , (xt−w+1 + . . . + xt)/t

for all k = 1, 2, . . .; where X̂t+k ≈ µ. In essence, the mean µ of all
future random variables is assumed to be equal to the average of
all historical realisations (Average method), or to the average of
the past w realisations (Moving Average method). The following
imports will be used throughout this section.

import math, statistics, scipy.stats as stats, statsmodels.api as sm
import numpy as np, pandas as pd
import matplotlib.pyplot as plt, pylab as py

We implement the Moving Average method in Python as follows.

def moving_average(series, w, t):
"""Forecasts elements t+1, t+2, ... of series
"""
forecasts = np.empty(t+1)
forecasts.fill(np.nan)
for k in range(1,len(series)-t):

forecasts = np.append(forecasts, series[t+1-w:t+1].mean())
return forecasts

def plot(realisations, forecasts,
window):

f = plt.figure(1)
plt.title("Moving Average

forecasts\n window size =
{}".format(window))

plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "g",
label="Moving Average
forecasts ($\widehat{X}_t$)")

plt.plot(realisations,
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 52 Plotting Moving Average
forecasts in Python.

Example 19. Consider a stochastic process {Xt} where, for all t, random
variable Xt is normally distributed with mean µ = 20 and standard
deviation σ = 5; we sample 200 realisations from {Xt} and compute
forecasts for the last 40 periods by using the Moving Average method
with a window of size w = 32 (Fig. 44); Listing 52 illustrates the plot
function.

N, t, window = 200, 160, 32
realisations = pd.Series(sample_gaussian_process(20, 5, N), range(N))
forecasts = moving_average(realisations, window, t)
plot(realisations, forecasts, window)
py.show()
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Fig. 44 Forecasts for the last 40

periods by using the Moving Average
method with a window of size w = 32;
the underpinning stochastic process
is a a Gaussian process with mean
µ = 20 and standard deviation σ = 5.

Residuals Analysis. Recall that x1, x2, . . . , xT are the realisations
of X1, X2, . . . , XT . Consider realisations x1, x2, . . . , xt, and the one-
step forecast X̂t+1 given all previous realisations x1, x2, . . . , xt. For
the Moving Average method, the list of all one-step forecasts for
periods 1, . . . , T is computed as follows.

def moving_average_rolling(series, w):
return series.rolling(window=w).mean()

The residual et+1 = xt+1 − X̂t+1 represents the difference between
realisation xt+1 and its one-step forecast X̂t+1 based on all previ-
ous realisations x1, x2, . . . , xt. Residuals are what is left over after
fitting a time series model. Given the list of all one-step forecasts,
residuals can be computed as follows.

def residuals(realisations, forecasts):
return realisations - forecasts

Residuals reveal if a model has adequately captured the informa-
tion in the data. Let e = {e1, . . . , eT} be the residuals; a standard-
ized residual can be computed by dividing the residual by the
sample standard deviation of population e.

def standardised_residuals(realisations, forecasts):
residuals = realisations - forecasts
return (residuals) / statistics.stdev(residuals)

A good forecasting method will yield standardized residuals that have zero
mean and are uncorrelated; ideally, residuals must approximate as
closely as possible a standard Gaussian noise with constant vari-
ance (homoskedastic) over time periods. The following functions
can be used for an exploratory analysis of residuals.

def residuals_plot(residuals):
f = plt.figure(2)
plt.xlabel(’Period ($t$)’)
plt.ylabel(’Residual’)
plt.plot(residuals, "g", label="Residuals")
plt.grid(True)
f.show()
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def residuals_histogram(residuals):
f = plt.figure(3)
plt.xlabel(’Residual’)
plt.ylabel(’Frequency’)
num_bins = 30
plt.hist(residuals, num_bins, facecolor=’blue’, alpha=0.5, density=True)
x = np.linspace(-3, 3, 100)
plt.plot(x, stats.norm.pdf(x, 0, 1))
f.show()

def residuals_autocorrelation(residuals, window):
f = plt.figure(4)
plt.xlabel(’Time lag’)
plt.ylabel(’Autocorrelation’)
plt.acorr(residuals, maxlags=window) # autocorrelation of the residuals
f.show()

The following code can be used to carry out a residuals analysis
in Python for the Moving Average method.

N, window = 200, 32
realisations = pd.Series(sample_gaussian_process(20, 5, N), range(N))
forecasts = moving_average_rolling(realisations, window)
residuals = residuals(realisations[window:], forecasts[window:])
print("E[e_t] = "+str(statistics.mean(residuals)))
standardised_residuals = standardised_residuals(realisations[window:],

forecasts[window:])
residuals_plot(residuals)
residuals_histogram(standardised_residuals)
residuals_autocorrelation(residuals, None)
sm.qqplot(standardised_residuals, line =’45’)
py.show()

Residuals have mean −0.14, which is close to zero (Fig. 45).
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Fig. 45 Residual analysis for the
Moving Average method: residuals.

The histogram in Fig. 46 suggests that residuals are approxi-
mately Gaussian. Fig. 47 reveals absence of residuals autocorre-
lation. Finally, the Q-Q plot (Fig. 48) appears to further support
normality of residuals. These results suggests that the model has
adequately captured the information in the data.

Besides analysing these property visually, one would generally
also carry out statistical tests to test significance of these hypothesis.
We direct the reader to the broader literature for more details.28

28 Rob J. Hyndman and George Athana-
sopoulos. Forecasting: Principles and
practice. OTexts, 2020.
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Fig. 46 Residual analysis for the
Moving Average method: histogram.
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Fig. 47 Residual analysis for the Mov-
ing Average method: autocorrelation
plot.
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Fig. 48 Residual analysis for the
Moving Average method: Q-Q plot.
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Naïve method

The stochastic process of interest here is a random walk.

Definition 9. A random walk is a stochastic process {Xt} in which

Xt = Xt−1 + εt,

where stochastic process {εt} is a white noise.

Random walk models are widely used for non-stationary data,
particularly financial and economic data. They are often used when
the change (i.e. difference) between consecutive observations in
a given series appears to be a white noise: xt − xt−1 = εt. Key
characteristics of random walks are long periods of apparent trends
up or down, paired with sudden and unpredictable changes in
direction. Since future movements are unpredictable, and are
equally likely to be up or down, the best forecast available is the
last observation; this motivates the following forecasting method. In
Listing 53 we show how to sample a random walk in Python.

def sample_random_walk(X0,
realisations):

np.random.seed(1234)
errors = np.random.normal(0, 1,

realisations)
Xt = X0
for e in errors:

Xt = Xt + e
yield Xt

Listing 53 Sampling a random walk in
Python.

Naïve method. The Naïve method, predicts that

X̂t+k , xt.

for all k = 1, 2, . . .; in essence, the expected value of all future
random variables is assumed to be equal to the value of the last
observation. We next implement the Naïve method in Python.

def naive(series, t):
"""Forecasts periods t+1, t+2, ... of series
"""
forecasts = np.empty(len(series))
forecasts[:t+1] = np.nan
forecasts[t+1:] = series[t]
return forecasts

Fig. 49 Naïve method forecasts for the
last 40 periods of a random walk with
standard Gaussian noise.

Example 20. Let {Xt} be a random walk with standard Gaussian noise
{εt}; by leveraging the following code, we sample 200 realisations from
this process and compute the Naïve forecasts for the last 40 periods (Fig.
49). Listing 54 illustrates the plot function.
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N, t, window = 200, 160, 1
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
forecasts = naive(realisations, t)
plot(realisations, forecasts)
py.show()

def plot(realisations, forecasts):
f = plt.figure(1)
plt.title("Naive method")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "r",
label="Naive forecasts
($\widehat{X}_t$)")

plt.plot(realisations, "b",
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 54 Plotting Naïve forecasts
in Python for a random walk with
standard Gaussian noise.

Naïve method one-step forecasts can be computed as follows.

def naive_rolling(series):
return series.shift(periods=1)

By leveraging these forecasts, we carry out residuals analysis.

N, window = 200, 1
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
forecasts = naive_rolling(realisations)
residuals = residuals(realisations[window:], forecasts[window:])
print("E[e_t] = "+str(statistics.mean(residuals)))
standardised_residuals = standardised_residuals(realisations[window:],

forecasts[window:])
residuals_plot(residuals)
residuals_histogram(standardised_residuals)
residuals_autocorrelation(residuals, None)
sm.qqplot(standardised_residuals, line =’45’)
py.show()

Residuals have mean −0.009, which is close to zero (Fig. 50).
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Fig. 50 Residual analysis for the Naïve
method: residuals.

The histogram in Fig. 51 suggests that residuals are approxi-
mately Gaussian. Fig. 52 reveals absence of residuals autocorre-
lation. Finally, the Q-Q plot (Fig. 53) appears to further support
normality of residuals.
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Fig. 51 Residual analysis for the Naïve
method: histogram.
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Fig. 52 Residual analysis for the Naïve
method: autocorrelation plot.
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Fig. 53 Residual analysis for the Naïve
method: Q-Q plot.
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Drift method

A model closely related to the random walk allows the differences
between consecutive observations to have a non-zero mean.

Definition 10. A random walk with drift is a stochastic process {Xt} such
that

Xt = c + Xt−1 + εt,

where stochastic process {εt} is a white noise, and c is the drift.

The “drift” represents the average change between consecutive
observations, that is

E[xt − xt−1] ≈ c + E[εt],

where E[εt] = 0, since {εt} is a white noise. If c is positive, {Xt}
will drift upwards; if c is negative, {Xt} will drift downwards. In
Listing 55 we sample a random walk with drift in Python.

def sample_random_walk(X0, c,
realisations):

np.random.seed(1234)
errors = np.random.normal(0, 1,

realisations)
Xt = X0
for e in errors:

Xt = c + Xt + e
yield Xt

Listing 55 Sampling a random walk
with drift in Python.

Drift method. The Drift method, predicts that

X̂t+k , xt + k/(t− 1)
t

∑
i=2

(xi − xi−1) = xt + k(xt − x1)/(t− 1)

for all k = 1, 2, . . .; this variant of the Naïve method allows the
forecasts to increase or decrease over time, where the amount of
change over time (the drift) is set to be the average change seen in
the historical data. In essence, this is equivalent to drawing a line
between the first and last observations, and extrapolating it into the
future. The Drift method can be implemented in Python as follows.

def drift(series, t):
"""Forecasts periods t+1, t+2, ... of series
"""
forecasts = np.empty(t+1)
forecasts.fill(np.nan)
x1 = series[0]
xt = series[t]
for k in range(1,len(series)-t):

xtk = xt+k*(xt-x1)/t
forecasts = np.append(forecasts, xtk)

return forecasts

def plot(realisations, forecasts):
f = plt.figure(1)
plt.title("Drift method")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "r",
label="Drift forecasts
($\widehat{X}_t$)")

plt.plot(realisations, "b",
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 56 Plotting Drift forecasts
in Python for a random walk with
standard Gaussian noise and drift.

Example 21. Let {Xt} be a random walk with drift c = 0.1 and standard
Gaussian noise {εt}; by leveraging the following code, we sample 200
realisations from this process and compute Drift forecasts for the last 40
periods (Fig. 54). Listing 56 illustrates the plot function.

N, t, window = 200, 160, 2
realisations = pd.Series(list(sample_random_walk(0, 0.1, N)), range(N))
forecasts = drift(realisations, t)
plot(realisations, forecasts)

Drift method one-step forecasts can be computed as follows.

def drift_rolling(series):
forecasts = np.empty(2)
forecasts.fill(np.nan)
for k in range(2,len(series)):

xk = drift(series[:k+1], k-1)[-1]
forecasts = np.append(forecasts, xk)

return forecasts
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Fig. 54 Drift forecasts in Python for a
random walk with standard Gaussian
noise and drift c = 0.1.

By leveraging these forecasts, we carry out residuals analysis.

N, window = 200, 2
realisations = pd.Series(list(sample_random_walk(0, 0.1, N)), range(N))
forecasts = pd.Series(list(drift_rolling(realisations)), range(N))
residuals = residuals(realisations[window:], forecasts[window:])
print("E[e_t] = "+str(statistics.mean(residuals)))
standardised_residuals = standardised_residuals(realisations[window:],

forecasts[window:])
residuals_plot(residuals)
residuals_histogram(standardised_residuals)
residuals_autocorrelation(residuals, None)
sm.qqplot(standardised_residuals, line =’45’)
py.show()

Residuals have mean −0.02, which is close to zero (Fig. 55).
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Fig. 55 Residual analysis for the Drift
method: residuals.

The histogram in Fig. 56 suggests that residuals are approxi-
mately Gaussian. Fig. 57 reveals absence of residuals autocorre-
lation. Finally, the Q-Q plot (Fig. 58) appears to further support
normality of residuals.
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Fig. 56 Residual analysis for the Drift
method: histogram.
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Fig. 57 Residual analysis for the Drift
method: autocorrelation plot.
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Fig. 58 Residual analysis for the Drift
method: Q-Q plot.
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Seasonal Naïve method

A seasonal difference is the difference between an observation and
the previous observation from the same season, e.g. sales in Novem-
ber 2019 and sales in November 2020. A model closely related to
the random walk considers the case in which seasonal differences
in a given series appear to be a white noise. The stochastic process
of interest is then a seasonal random walk.

Definition 11. A seasonal random walk is a stochastic process {Xt} in
which

Xt = Xt−m + εt,

where m is the number of seasons, and {εt} is a white noise.

The differences xt − xt−m = εt are called “lag-m differences.”
Since stochastic process {εt} is a white noise, it follows that the
average lag-m difference is assumed to be zero, that is

E[xt − xt−m] ≈ E[εt] = 0.

In Listing 57 we show how to sample a seasonal random walk in
Python.

def sample_seasonal_random_walk(
realisations, m):

np.random.seed(1234)
errors = np.random.normal(0, 1,

realisations)
Xt = errors[:m]
for t in range(m,realisations):

Xt = np.append(Xt, Xt[t-m] +
errors[t])

return Xt

Listing 57 Sampling a seasonal
random walk in Python.

Seasonal Naïve method. The Seasonal Naïve method, predicts
that

X̂t+k , xt+k−m(b(k−1)/mc+1)

for all k = 1, 2, . . .; where m is the interval in periods between two
“seasons,” and bxc rounds x down to the closest integer; for in-
stance, assuming monthly data, the forecast for all future February
values is equal to the last observed February value. This variant of
the Naïve method allows seasonalities to be taken into account. The
Seasonal Naïve method can be implemented in Python as follows.

def seasonal_naive(series, m, t):
"""Forecasts periods t+1, t+2, ... of series
"""
forecasts = np.empty(len(series))
forecasts[:t+1] = np.nan
for k in range(t+1,len(series)):

forecasts[k] = series[k-m*((k-t-1)//m+1)]
return forecasts

def plot(realisations, forecasts):
f = plt.figure(1)
plt.title("Seasonal naive method")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "r",
label="Seasonal naive
forecasts ($\widehat{X}_t$)")

plt.plot(realisations, "b",
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 58 Plotting Seasonal Naïve
forecasts in Python for a seasonal
random walk with standard Gaussian
noise and m = 5 seasons.

Example 22. Consider a stochastic process {Xt} that is a seasonal random
walk with m = 5 seasons and standard Gaussian noise {εt}; by leveraging
the following code, we sample 100 realisations from this process and
compute the Seasonal Naïve forecasts for the last 20 periods. (Fig. 59).
Listing 58 illustrates the plot function.

N, t, m = 100, 80, 5
realisations = pd.Series(list(sample_seasonal_random_walk(N, m)), range(N))
forecasts = seasonal_naive(realisations, m, t)
plot(realisations, forecasts)
py.show()

Seasonal Naïve method one-step forecasts can be computed as
follows.
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Fig. 59 Seasonal Naïve forecasts in
Python for a seasonal random walk
with standard Gaussian noise and
m = 5 seasons.

def seasonal_naive_rolling(series, m):
forecasts = np.empty(m)
forecasts.fill(np.nan)
for k in range(m,len(series)):

xk = seasonal_naive(series[:k+1], m, k-1)[-1]
forecasts = np.append(forecasts, xk)

return forecasts

By leveraging these forecasts, we carry out residuals analysis.

N, m = 100, 5
realisations = pd.Series(list(sample_seasonal_random_walk(N, m)), range(N))
forecasts = pd.Series(list(seasonal_naive_rolling(realisations, m)), range(N))
residuals = residuals(realisations[m:], forecasts[m:])
print("E[e_t] = "+str(statistics.mean(residuals)))
standardised_residuals = standardised_residuals(realisations[m:], forecasts[m:])
residuals_plot(residuals)
residuals_histogram(standardised_residuals)
residuals_autocorrelation(residuals, None)
sm.qqplot(standardised_residuals, line =’45’)
py.show()

Residuals have mean 0.04, which is close to zero (Fig. 60).

20 40 60 80 100
Period (t)

−3

−2

−1

0

1

2

Re
sid

ua
l

Fig. 60 Residual analysis for the
Seasonal Naïve method: residuals.

The histogram in Fig. 61 suggests that residuals are approxi-
mately Gaussian. Fig. 62 reveals absence of residuals autocorre-
lation. Finally, the Q-Q plot (Fig. 63) appears to further support
normality of residuals.
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Fig. 61 Residual analysis for the
Seasonal Naïve method: histogram.
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Fig. 62 Residual analysis for the Sea-
sonal Naïve method: autocorrelation
plot.
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Fig. 63 Residual analysis for the
Seasonal Naïve method: Q-Q plot.
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Evaluating forecasting accuracy

Residuals are important to gauge the suitability of a fitted model,
but they are not a reliable indication of how large true forecast
errors are likely to be. The accuracy of forecasts can only be de-
termined by considering how a model performs on new data that
were not used when fitting the model.

Training vs testing

In forecasting, it is common practice to separate available data into
training and test data. Training data are used to fit the forecasting
model, while test data are used to evaluate the accuracy of the
fitted model. Since test data are not used to fit the model, they
can be used to assess how well the model may perform while
forecasting new data.

A commonly adopted rule to separate training and test data
is the 80/20 rule: 80% of the available sample will be devote to
fitting the model, while the remaining 20% will be used to estimate
forecast error (Fig. 65).

Fig. 64 Separating the available data
into training and test data.

Forecast quality metrics

A forecast “error” is the difference between an observed value and
its forecast. A forecast error does not denote a mistake; instead, it
represents the random component of an observation.

Definition 12. A forecast error is computed as

êt+k , xt+k − X̂t+k,

where {x1, . . . , xt} is the training set and {xt+1, xt+2 . . .} is the test set.

Forecast errors are different from residuals. First, residuals are
calculated on the training set, while forecast errors are calculated
on the test set. Second, residuals are based on one-step forecasts,
while forecast errors can involve multi-step forecasts.
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We can measure forecasting accuracy by summarising forecast
errors in different ways as shown in Table 5.

Mean Absolute Error E[|et|] sklearn.metrics.mean_absolute_error

Mean Squared Error E[e2
t ] sklearn.metrics.mean_squared_error

Root Mean Squared Error
√

E[e2
t ] sqrt(mean_squared_error)

Mean Absolute Percentage Error 100 E[|et|/xt] mean_absolute_percentage_error

Table 5 Forecast accuracy metrics.

E[x] denotes the expected value of x, and the function to compute
the Mean Absolute Percentage Error is defined as follows.

def mean_absolute_percentage_error(y_true, y_pred):
return np.mean(np.abs((y_true - y_pred) / y_true)) * 100}

Mean Absolute Error (MAE), Mean Squared Error (MSE), and
Root Mean Squared Error (RMSE) are scale-dependent error mea-
sures. These measures cannot be used to make comparisons be-
tween series that involve different units, since forecast errors are
on the same scale as the data. MAE is popular as it is easy to both
understand and compute. A forecast method that minimises the
MAE will lead to forecasts of the median, while minimising the
RMSE will lead to forecasts of the mean. Consequently, the RMSE is
also widely used, despite being more difficult to interpret.

Mean Absolute Percentage Error (MAPE) is a percentage error
measure; it has the advantage of being unit-free, and is frequently
used to compare forecast performances between data sets. Unfortu-
nately, measures based on percentage errors have the disadvantage
of being infinite or undefined if the realised value of the series is
zero; and having extreme values if any realisation is close to zero.
Moreover, it assumes the unit of measurement has a meaningful
zero, and thus would not make sense if, say, we are measuring tem-
perature in Fahrenheit or Celsius, because the position of the zero is
arbitrary on these scales.

Fig. 65 All forecasting methods
surveyed so far applied to a seasonal
random walk with standard Gaussian
noise and m = 5.
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Example 23. Consider a stochastic process {Xt} that is a seasonal random
walk with m = 5 seasons and standard Gaussian noise {εt}; we sample
100 realisations from this process and compute forecasts for the last 20
periods using all methods surveyed so far: Moving Average, Naïve, Drift,
and Seasonal Naïve (Fig. 65). In Table 6 we report forecast accuracy
metrics for all methods surveyed so far. These have been computed by
using the following Python code.

# training on 0..t
# testing on t+1,...N

N, t, window, m, test_window = 100, 80, 5, 5, [81,100]
realisations = pd.Series(list(sample_seasonal_random_walk(N, m)), range(N))
sma_forecasts = moving_average(realisations, window, t)
naive_forecasts = naive(realisations, t)
drift_forecasts = drift(realisations, t)
seasonal_naive_forecasts = seasonal_naive(realisations, m, t)

methods = {
"Moving Average": sma_forecasts,
"Naive": naive_forecasts,
"Drift": drift_forecasts,
"Seasonal naive": seasonal_naive_forecasts}

print("MAE")
for k in methods:

print(k,end=’:\t’)
print(mean_absolute_error(realisations[t+1:],methods[k][t+1:]))

print("\nMSE")
for k in methods:

print(k,end=’:\t’)
print(mean_squared_error(realisations[t+1:],methods[k][t+1:]))

print("\nRMSE")
for k in methods:

print(k,end=’:\t’)
print(math.sqrt(mean_squared_error(realisations[t+1:],methods[k][t+1:])))

print("\nMAPE")
for k in methods:

print(k,end=’:\t’)
print(mean_absolute_percentage_error(realisations[t+1:],methods[k][t+1:]))

The Seasonal Naïve forecasting method is known to be the
optimal forecasting strategy for a seasonal random walk. MAE,
MSE, and RMSE reflect this; in fact, they return the lowest scores
for this method. However, MAPE scores are odd: not only they
are large, but they seem to suggest that a Naïve method is the
best performing forecasting strategy. This is due to the fact that
several realisations for the underpinning stochastic process are
close to zero; therefore, as previously mentioned, an MAPE will
return extreme values, which in this instance are unreliable. We
also know that there is no drift in the underpinning time series, and
in fact the Naïve method outperforms the Drift method according
to MAE, MSE, and RMSE. Performance of Moving Average and
Naïve method is mixed, and there is no clear winner.

MAE MSE RMSE MAPE

Moving Average 1.77 4.47 2.11 190

Naïve 1.75 6.58 2.56 109

Drift 1.79 7.00 2.64 119

Seasonal Naïve 1.52 3.63 1.90 236

Table 6 Forecast accuracy metrics for
different forecasting methods applied
to a seasonal random walk with m = 5
seasons and standard Gaussian noise.
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Prediction Intervals

Consider a time series {x1, x2, . . .}, and assume that this time series
has been generated by an underpinning stochastic process {Xt}.
Recall that the so-called Average method operates under the as-
sumption that random variables Xt are independent and identically
distributed. In other words, it is assumed that the mean µ of all fu-
ture random variables is equal to the mean of the random variables
from which historical realisations have been drawn.

A first question one may want to address is to estimate the value
of µ on the basis of past realisations. This question can be answered
via confidence interval analysis. Confidence intervals

Let {x1, x2, . . . , xn} be a set of n independent realisations drawn
from a random variable X with mean µ and variance σ2, both of
which are assumed to be unknown. Let

µ̄ = (x1 + x2 + . . . + xn)/n

be the sample mean, and

σ̄2 = n(n− 1)−1
√
(x2

1 + x2
2 + . . . + x2

n)/n− µ̄2

be the sample variance, where term n(n− 1)−1 is Bessel’s correc-
tion,29 which is necessary to obtain an unbiased estimate of the 29 Douglas C. Montgomery and

George C. Runger. Applied statistics and
probability for engineers. John Wiley and
Sons, 2014.

population variance from a finite sample of n observations.

Definition 13. The α confidence interval of the mean µ of X is

I(α) , (µ̄− zσ̄/
√

n, µ̄ + zσ̄/
√

n)

where z is the 1− (1− α)/2 quantile of the inverse t distribution with
n− 1 degrees of freedom.

Lemma 28. With confidence probability α, the α confidence interval of the
mean will cover the mean µ.

We next show a simple Python code to illustrate the concept of
confidence interval coverage (Fig. 66). 0 20 40 60 80 100
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Fig. 66 Estimation of the mean µ.
Confidence intervals (α = 0.95) have
been computed for 100 replications
of n = 30 realisations drawn from a
standard normal random variable. In
4 instances out of 100 (approx. 95%),
the interval did not cover the true
mean value µ = 0; these instances are
marked in red.

import math
import numpy as np
from scipy.stats import t
import statistics as s
import matplotlib.pyplot as plt

np.random.seed(1234)
replications = 100
n = 30
x = range(replications)
y = np.random.normal(0, 1, size=(replications, n)) # realisations
alpha = 0.95 # confidence level
z = t.ppf(1-(1-alpha)/2, n-1) # inverse t distribution
y_mean = [s.mean(y[r]) for r in range(replications)]
e = [z*s.stdev(y[r])/math.sqrt(n) for r in range(replications)]
ec = [’red’ if (y_mean[r]+z*s.stdev(y[r])/math.sqrt(n) < 0 or

y_mean[r]-z*s.stdev(y[r])/math.sqrt(n) > 0)
else ’black’ for r in range(replications)]

plt.errorbar(x, y_mean, yerr=e, ecolor=ec, fmt=’none’)
plt.grid(True)
plt.show()
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Whilst it is interesting to estimate the value of µ for a stationary
stochastic process, in forecasting what we would really like to know
is, given a set of past observations, the interval within which we
expect the next observation(s) to lie with a specified probability.
This interval is called the prediction interval. In particular, we talk Prediction intervals

about one-step prediction intervals, if we are forecasting one step
ahead; and of multi-step prediction intervals, if we are forecasting
multiple periods ahead.

Let us consider a stochastic process {Xt} such that, for all t, Xt

are independent and identically distributed (iid) normal random
variables with known mean µ and standard deviation σ.

Definition 14. The α prediction interval of a future realisation xn+1 of
random variable Xn+1 is

(µ− zσ, µ + zσ)

where z is the 1 − (1 − α)/2 quantile of an inverse standard normal
distribution.

Lemma 29. With probability α, a future realisation xn+1 of random
variable Xn+1 falls within this interval.

0 20 40 60 80 100
t

6

8

10

12

14

Xt 

Fig. 67 Prediction intervals (α = 0.95)
of a gaussian stochastic process {Xt},
where, for all t, Xt is a normal random
variable with µ = 10 and σ = 2. In 5

instances out of 100 (95%), a realisation
did not fall within the prediction
interval; these instances are marked in
red.

We next show a simple Python code to illustrate the concept of
prediction interval coverage (Fig. 67).

from matplotlib import colors
import numpy as np
from scipy.stats import norm
import matplotlib.pyplot as plt

np.random.seed(4321)
replications = 100
x = range(replications)
mu, sigma = 10, 2
y = np.random.normal(mu, sigma, replications) # realisations
alpha = 0.95 # confidence level
z = norm.ppf(1-(1-alpha)/2) # inverse standard normal distribution
plt.plot(x,[mu-z*sigma for k in x], color=’blue’, linestyle=’dashed’)
plt.plot(x,[mu+z*sigma for k in x], color=’blue’, linestyle=’dashed’)
ec = [’red’ if y[r]>mu+z*sigma or y[r]<mu-z*sigma

else ’blue’ for r in range(replications)]
plt.scatter(x,y,color=ec)
plt.grid(True)
plt.show()

It is worth observing that the α prediction interval of a future
realisation xt of random variable Xt is independent of t.30 30 Note that for some forecasting

methods, this will not necessarily be
the case.

Let us now assume that we are given {x1, x2, . . . , xn} realisations,
and that our aim is to compute the α prediction interval for a future
observation Xn+1 of stochastic process {Xt}. However, now µ and
σ are unknown and must be estimated from past realisations. A
possible heuristic may be to replace the unknown mean µ and stan-
dard deviation σ with the sample mean µ̄ and sample variance σ̄,
respectively; and then apply the approach just outlined. However,
the resulting intervals will not be prediction intervals, since future
realisations will not be guaranteed to fall in it according to the pre-
scribed probability α. We shall next see how to obtain prediction
intervals when mean µ and standard deviation σ are unknown.
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We shall begin by considering the case in which the mean µ is Unknown µ, known σ = 1

unknown and the standard deviation σ is known and equal to 1.

Lemma 30. Consider stochastic process {Xt} with unknown µ and σ = 1;
the α prediction interval of a future realisation xn+1 of random variable
Xn+1 given realisations {x1, x2, . . . , xn}

(µ̄− z
√

1 + 1/n, µ̄ + z
√

1 + 1/n)

where z is the 1 − (1 − α)/2 quantile of an inverse standard normal
distribution.

Proof. Observe that the sample mean µ̄ is normally distributed with
mean µ and standard deviation σ =

√
1/n, while the future ob-

servation Xn+1 is normally distributed with mean µ and standard
deviation 1. Then Xn+1 − µ̄ is normally distributed with mean 0 and
standard deviation σ =

√
1 + 1/n. The prediction distribution for

Xn+1 is therefore a normal distribution with mean µ̄ and standard
deviation σ =

√
1 + 1/n.

Next, we consider the case in which the mean µ is known and Known µ = 0, unknown σ

equal to zero, and the standard deviation σ is unknown.

Lemma 31. Consider stochastic process {Xn} with µ = 0 and unknown
σ; the α prediction interval of a future realisation xn+1 of random variable
Xn+1 given realisations {x1, x2, . . . , xn}

(−zs, zs)

where z is the 1− (1− α)/2 quantile of the inverse t distribution with
n− 1 degrees of freedom.

Proof. The sample variance s2 of {x1, x2, . . . , xn}, scaled by factor
(n− 1)/σ2, follows a χ2 distribution with n− 1 degrees of freedom,
while the future observation Xn+1 is normally distributed with
mean µ = 0 and variance σ2. If we take the ratio Xn+1/s, the two
terms σ cancel out, and what remains is known to follow a Stu-
dent’s t-distribution with n− 1 degrees of freedom. The prediction
distribution for Xn+1/s is therefore a Student’s t-distribution with
n− 1 degrees of freedom.

Finally, we consider the case in which both the mean µ and the Unknown µ, unknown σ

standard deviation σ are unknown.

Lemma 32. Consider stochastic process {Xt} with unknown µ and
unknown σ; the α prediction interval of a future realisation xn+1 of
random variable Xn+1 given realisations {x1, x2, . . . , xn}

(µ̄− zs
√

1 + 1/n, µ̄ + zs
√

1 + 1/n)

where z is the 1− (1− α)/2 quantile of the inverse t distribution with
n− 1 degrees of freedom.

Proof. The result follows by combining the two previous results
for unknown µ, known σ = 1; and known µ = 0, unknown σ.
This combination is possible because the sample mean and sample
variance of the normal distribution are independent statistics.



96 inventory analytics

0 20 40 60 80 100
t

−40

−20

0

20

40

60

Xt

Fig. 68 Prediction intervals (α = 0.95)
of a gaussian stochastic process {Xt},
where, for all t, Xt is a normal random
variable with unknown µ and σ. In
4 instances out of 100 (approx. 95%),
a realisation did not fall within the
prediction interval; these instances are
marked in red.

We next show a simple Python code to illustrate prediction
interval coverage for the case in which both the mean µ and the
standard deviation σ are unknown (Fig. 68).

import math
import numpy as np
import statistics as s
from statistics import mean
from scipy.stats import t
import matplotlib.pyplot as plt
from matplotlib import colors

np.random.seed(4321)
replications, mu, sigma = 100, 10, 2
x = range(replications)
y = np.random.normal(mu, sigma, replications) # realisations
alpha = 0.95 # confidence level
z = lambda n: t.ppf(1-(1-alpha)/2, n-1) # inverse t distribution
y_mean = [s.mean(y[0:r+1]) for r in range(replications)]
e = [z(r-1)*s.stdev(y[0:r+1])*math.sqrt(1+1/r)

if r > 2 else 30*sigma for r in range(replications)]
plt.errorbar(x[:-1], y_mean[:-1], yerr=e[:-1], fmt=’none’)
ec = [’red’ if y[1:][r]>y_mean[:-1][r]+e[:-1][r] or

y[1:][r]<y_mean[:-1][r]-e[:-1][r]
else ’blue’ for r in range(replications-1)]

plt.scatter(x[:-1], y[1:], color=ec)
plt.grid(True)
plt.show()

Observe that in Fig. 68 the size of the prediction intervals varies (in
particular, it shrinks) with the number of past realisations that are
available for the estimation.

We have shown how to compute prediction intervals for the case
in which we are forecasting a stationary stochastic process {Xt}
where, for all t, Xt is a normal random variable with unknown
µ and σ. This the stochastic process that underpins the Average
Method. Therefore the prediction intervals presented apply to the
Average method and the Moving Average method. Moreover, in
this specific case, at period t the prediction interval of a future reali-
sation xt+k of random variable Xt+k is independent of k. Therefore
one-step and multi-step prediction intervals coincide.
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Similarly to what we have seen for the Average method, it is
possible to derive prediction intervals for the other three bench-
mark methods previously presented: the Naïve method, the Sea-
sonal Naïve method, and the Drift method. Consider realisations
{x1, x2, . . . , xn}, let σ̄ be the residuals standard deviation computed
for a given method, and let σ̄k denote standard deviation of the
k-step forecast distribution. In Table 7 we summarise, for each
method, the expressions of the n-step forecast distribution mean
and standard deviation.

X̂n+k σ̄k

Average (x1 + . . . + xn)/n σ̄
√

1 + 1/n
Naïve xn σ̄

√
k

Seasonal Naïve xt+k−m(b(k−1)/mc+1) σ̄
√
b(k− 1)/mc+ 1

Drift xt + k(xt − x1)/(t− 1) σ̄
√

k(1 + k/n)

Table 7 Expressions of the n-step fore-
cast distribution mean and standard
deviation.

The following code amends function plot previously presented
for the Naïve method to display prediction intervals (Fig. 69).

def plot(realisations, forecasts, stdev, alpha):
f = plt.figure(1)
plt.title("Naive method")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in enumerate(forecasts) if ~np.isnan(val)),

len(forecasts)-1
plt.axvspan(first, last, alpha=0.2, color=’blue’)
plt.plot(forecasts, "r", label="Naive forecasts ($\widehat{X}_t$)")
plt.plot(realisations, "b", label="Actual values ($x_t$)")
z = t.ppf(1-(1-alpha)/2, len(realisations)-1) # inverse t distribution
plt.fill_between(range(first, last+1),

[forecasts[first+k]-z*stdev*math.sqrt(k) for k in range(last-first+1)],
[forecasts[first+k]+z*stdev*math.sqrt(k) for k in range(last-first+1)],
color=’r’, alpha=0.1)

plt.legend(loc="upper left")
plt.grid(True)
f.show()

N, t, window, alpha = 200, 160, 1, 0.95
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
forecasts = naive(realisations, t)
forecasts_roll = naive_rolling(realisations)
residuals = residuals(realisations[window:], forecasts_roll[window:])
plot(realisations, forecasts, s.stdev(res), alpha)
print("E[e_t] = "+str(s.mean(residuals)))
print("Stdev[e_t] = "+str(s.stdev(residuals)))
plt.show()

Fig. 69 Naïve method forecasts
and prediction intervals for the last
40 periods of a random walk with
standard Gaussian noise.
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Box-Cox transformations

If the time series show variation that increases or decreases with the
level of the series, then we can adopt logarithmic transformations or
power transformations to stabilise variation.

A family of transformation that includes both logarithms and
power transformations, is the family of Box-Cox transformations,31 31 George. E. P. Box and David R. Cox.

An analysis of transformations. Journal
of the Royal Statistical Society: Series B
(Methodological), 26(2):211–243, 1964.

which depend upon a parameter λ. Consider a time series y1, y2, . . .;
a Box-Cox transformation is defined as

wt =

log(yt) λ = 0

(yλ
t − 1)/λ otherwise

where wt are the elements of the transformed series.
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Fig. 70 Airline time series.

Example 24. Consider the dataset of Monthly Airline Passenger Num-
bers32 1949-1960, in thousands, obtained via the following Python code

32 San Francisco Open Data portal,
https://data.sfgov.org/.

and shown in Fig. 70.

import statsmodels.api as sm, pandas as pd
import matplotlib.pyplot as plt

airpass = sm.datasets.get_rdataset("AirPassengers", "datasets")
plt.title("Monthly Airline Passenger Numbers 1949-1960, in thousands")
plt.plot(pd.Series(airpass.data["value"]))
plt.show()

We now apply Box-Cox transformation as follows, and let the
algorithm choose the best value of λ.

import scipy.stats as stats

airpass = sm.datasets.get_rdataset("AirPassengers", "datasets")
series, l = stats.boxcox(airpass.data["value"])
print("optimal lambda: "+str(l))
plt.plot(series)
plt.show()

The transformed series is shown in Fig. 71; the optimal value of
lambda chosen by the algorithm is λ = 0.148.
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Fig. 71 Airline time series: Box-Cox
transformation (λ = 0.148).

Having chosen a transformation, we forecast the transformed
data. Then, we need to reverse the transformation (or back-transform)
to obtain forecasts on the original scale. The reverse Box-Cox trans-
formation is given by

yt =

eyt λ = 0

(λwt + 1)1/λ otherwise.

In Python, this back-transformation is obtained via the following
code

from scipy.special import inv_boxcox

series = inv_boxcox(series, l)

The inverted series is identical to the original series in Fig. 70.

https://data.sfgov.org/
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Exponential Smoothing

Exponential smoothing was proposed in the late 1950s,33 and has 33 Robert G. Brown. Statistical forecasting
for inventory control. McGraw-Hill, 1959.motivated some of the most successful forecasting methods.

Simple Exponential Smoothing

Consider a stochastic process {Xt} and recall that, given realisa-
tions {x1, x2, . . . , xn}, the Average method predicts that

X̂n+k , (x1 + . . . + xn)/n

for all k = 1, 2, . . .; where X̂n+k ≈ µ. In essence, the mean µ of all
future random variables is assumed to be equal to the average of all
historical realisations.34 We can rewrite this expression as 34 We say that Simple Exponential

Smoothing has a “flat” forecast
function: all future forecasts take the
same value. Of course, this means the
method will only be suitable if the
time series has no trend or seasonal
component.

X̂n+k = α1x1 + α2x2 + . . . + αnxn,

where α1 = α2 = . . . = αn = 1/n. This evidences that all past
realisations are given equal weight in the computation.

Instead of weighting equally all past realisations, in Simple
Exponential Smoothing older realisations receive a weight that is
exponentially smaller than that assigned to more recent realisations.
Given realisations {x1, x2, . . . , xn}, the method predicts that

X̂n+k , αxn + (1− α)X̂n (28)

for all k = 1, 2, . . .; where X̂n is the previous forecast35 based on 35 X̂n is also referred to as “the level”
(or the smoothed value) of the series at
time n.

realisations {x1, x2, . . . , xn−1}; and 0 < α < 1 is the smoothing
parameter.

By expanding Eq. 28 for k = 1 we obtain

X̂2 = αx1 + (1− α)x0

X̂3 = αx2 + (1− α)X̂2

...

X̂n+1 = αxn + (1− α)X̂n

where x0 is an arbitrary constant denoting our initial estimate.
Finally,

X̂2 = αx1 + (1− α)x0

X̂3 = αx2 + (1− α)(αx1 + (1− α)x0)

= αx2 + α(1− α)x1 + (1− α)2x0

X̂4 = αx3 + (1− α)(αx2 + α(1− α)x1 + (1− α)2x0)

= αx3 + α(1− α)x2 + α(1− α)2x1 + (1− α)3x0

...

X̂n+1 =
n

∑
j=0

α(1− α)jxj + (1− α)nx0

Observe that term (1− α)nx0 vanishes for large n; and also that
α > α(1− α) > α(1− α)2 > . . .; this means older realisations receive
a weight that is exponentially smaller than that assigned to more
recent realisations.
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Based on the previous discussion, the stochastic process under-
pinning Simple Exponential Smoothing must be stationary, since
the time series being forecasted must have no trend or seasonal
component. This observation leads to the following hierarchy

Method Description

Average consider all past observations equally weighted
Moving Average consider only the most recent w observations, equally weighted
Simple Exponential Smoothing consider all past observations, older realisations receive a weight

exponentially smaller than that assigned to more recent realisations

The key difference between the Average method, and its two
variants (Moving Average & Simple Exponential Smoothing), is that
these variants implement “forgetting” in two different forms, and
thus try to discount past observations in one way or another. This
may be appropriate for forecasting stochastic processes that are
approximately stationary and/or change slowly over time.

We implement Simple Exponential Smoothing in Python as
shown in Listing 59.

def ses(series, alpha, x0, t):
"""Forecasts elements t+1, t+2, ...

of series
"""
forecasts = np.empty(len(series))
forecasts[0] = x0
for k in range(1,t+2):

forecasts[k] = alpha*series[k-1]
+ (1-alpha)*forecasts[k-1]

for k in range(t+2,len(series)):
forecasts[k] = forecasts[k-1]

forecasts[0:t] = np.nan
return forecasts

Listing 59 Simple Exponential Smooth-
ing in Python.

def plot(realisations, forecasts,
alpha):

f = plt.figure(1)
plt.title("Simple Exponential

Smoothing forecasts\n alpha =
{}".format(alpha))

plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "g",
label="Simple Exponential
Smoothing forecasts
($\widehat{X}_t$)")

plt.plot(realisations,
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 60 Plotting Simple Exponential
Smoothing forecasts in Python.

Example 25. Consider a stochastic process {Xt} where, for all t, random
variable Xt is normally distributed with mean µ = 20 and standard
deviation σ = 5; we sample 200 realisations from {Xt} and compute
forecasts for the last 40 periods by using Simple Exponential Smoothing
with α = 0.5 (Fig. 72); Listing 60 illustrates the plot function.

N, t, alpha, x0 = 200, 160, 0.5, 20
realisations = pd.Series(sample_gaussian_process(20, 5, N), range(N))
forecasts = ses(realisations, alpha, x0, t)
plot(realisations, forecasts, alpha)

Fig. 72 Forecasts for the last 40 pe-
riods by using Simple Exponential
Smoothing with a smoothing pa-
rameter α = 0.5; the underpinning
stochastic process is a a Gaussian pro-
cess with mean µ = 20 and standard
deviation σ = 5.
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Simple Exponential Smoothing method one-step forecasts can be
computed as follows.

def ses_rolling(series, alpha, x0):
forecasts = np.empty(len(series))
forecasts[0] = x0
for k in range(1,len(series)):

forecasts[k] = alpha*series[k-1] + (1-alpha)*forecasts[k-1]
return forecasts

By leveraging these forecasts, we carry out residuals analysis.

N, t, alpha, x0 = 200, 160, 0.5, 20
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
forecasts = ses_rolling(realisations, alpha, x0)
residuals = residuals(realisations, forecasts)
print("E[e_t] = "+str(statistics.mean(residuals)))
standardised_residuals = standardised_residuals(realisations, forecasts)
residuals_plot(residuals)
residuals_histogram(standardised_residuals)
residuals_autocorrelation(residuals, None)
sm.qqplot(standardised_residuals, line =’45’)
py.show()

Residuals have mean −0.018, which is close to zero (Fig. 73).

0 25 50 75 100 125 150 175 200
Period (t)

−20

−15

−10

−5

0

5

10

15

Re
sid

ua
l

Fig. 73 Residual analysis for Simple
Exponential Smoothing: residuals.

The histogram in Fig. 51 suggests that residuals are approxi-
mately Gaussian. Fig. 52 reveals absence of residuals autocorre-
lation. Finally, the Q-Q plot (Fig. 53) appears to further support
normality of residuals.

Instead of reimplementing Simple Exponential Smoothing from
scratch, we can rely on Python library statsmodels.tsa.api, which
provides readily available apis for time series analysis.

from statsmodels.tsa.api import SimpleExpSmoothing

N, t, alpha, x0 = 200, 160, 0.5, 20
realisations = pd.Series(sample_gaussian_process(20, 5, N), range(N))
mod = SimpleExpSmoothing(realisations[:t+1]).fit(smoothing_level=alpha,

initial_level=x0, optimized=False)
forecasts = mod.forecast(N-(t+1)).rename(r’$\alpha=0.5$’)
plot(realisations, pd.Series(np.nan, range(t+1)).append(forecasts), alpha)
py.show()

This code produces exactly the same results illustrated in Fig. 72.
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Fig. 74 Residual analysis for Simple
Exponential Smoothing: histogram.

−200 −150 −100 −50 0 50 100 150 200
Time lag

−0.4

−0.2

0.0

0.2

0.4

0.6

0.8

1.0

Au
to
co

rre
la
tio

n

Fig. 75 Residual analysis for Simple
Exponential Smoothing: autocorrela-
tion plot.
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Fig. 76 Residual analysis for Simple
Exponential Smoothing: Q-Q plot.
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By relying on a state space formulation,36 implemented in pack- 36 James Durbin and Siem Jan Koop-
man. Time series analysis by state space
methods. Oxford Univ. Pr., 2001.

age statsmodels.tsa.statespace.exponential_smoothing, we
derive prediction intervals (Fig. 77).

from statsmodels.tsa.statespace.exponential_smoothing import ExponentialSmoothing

N, t, alpha, x0 = 200, 160, 0.5, 20
realisations = pd.Series(sample_gaussian_process(20, 5, N), range(N))
mod = ExponentialSmoothing(realisations[:t+1], initialization_method=’known’,

initial_level=x0).fit(disp=False)
print(mod.summary())
forecasts = mod.get_forecast(N-(t+1))
forecasts_ci = forecasts.conf_int(alpha=0.05)
plot_ci(realisations, pd.Series(np.nan,

range(t+1)).append(forecasts.predicted_mean), forecasts_ci, alpha)
py.show()

Listing 61 illustrates the plot function.

def plot_ci(realisations, forecasts,
forecasts_ci, alpha):

f = plt.figure(1)
plt.title("Simple Exponential

Smoothing forecasts\n State
Space Model")

plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "g",
label="Simple Exponential
Smoothing forecasts
($\widehat{X}_t$)")

plt.plot(realisations,
label="Actual values ($x_t$)")

t = next(x for x, val in
enumerate(forecasts) if
~np.isnan(val)) - 1

forecast_index = np.arange(t+1, t+1
+ len(forecasts_ci))

plt.fill_between(forecast_index,
forecasts_ci.iloc[:, 0],
forecasts_ci.iloc[:, 1],
color=’r’, alpha=0.1)

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 61 Plotting Simple Exponential
Smoothing forecasts and prediction
intervals in Python.

Fig. 77 Simple Exponential Smoothing
forecasts and prediction intervals
for the last 40 periods of a Gaussian
process with mean µ = 20 and
standard deviation σ = 5.In Fig. 78 we illustrate Simple Exponential Smoothing forecasts

and prediction intervals for a random walk with standard Gaussian
noise; these are similar to those obtained with the Naïve method.

realisations = pd.Series(list(sample_random_walk(0, N)), range(N))

Fig. 78 Simple Exponential Smoothing
forecasts and prediction intervals for
the last 40 periods of a random walk
with standard Gaussian noise.
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Double Exponential Smoothing (Holt’s method)

As previously discussed, Simple Exponential Smoothing has a “flat”
forecast function: all future forecasts take the same value, which
represents the “the level” (or the smoothed value) of the series. This
means the method will only be suitable if the time series has no
trend or seasonal component.

We shall next focus on time series featuring a linear trend, such
as the random walk with drift previously considered in the context
of the Drift method.

Holt extended37 Simple Exponential Smoothing to allow the 37 Charles C. Holt. Forecasting sea-
sonals and trends by exponentially
weighted moving averages. International
Journal of Forecasting, 20(1):5–10, 2004.

forecasting of a time series with a trend. In Holt’s method, given
past realisations {x1, x2, . . . , xt}, the forecast is defined as

X̂t+k , lt + kbt

where lt denotes an estimate of the level of the series at time t, and
bt denotes an estimate of the trend (slope) of the series at time
t. These level and trend estimates are obtained by means of the
following smoothing equations

lt = αxt + (1− α)(lt−1 + bt−1) (level equation)

bt = β(lt − lt−1) + (1− β)bt−1 (trend equation)

where 0 < α < 1 and 0 < β < 1 are the smoothing parameters
for the level and trend, respectively. Holt’s method is available in
library statsmodels.tsa.api and can be implemented as follows

def plot(realisations, forecasts):
f = plt.figure(1)
plt.title("Holt’s forecasts")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(forecasts, "g",
label="Holt’s forecasts
($\widehat{X}_t$)")

plt.plot(realisations,
label="Actual values ($x_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

def plot_components(fit):
f = plt.figure(1)
pd.DataFrame(np.c_[fit.level,

fit.trend]).rename(
columns={0:’level’,

1:’trend’}).plot(
subplots=True)

plt.xlabel(’Period ($t$)’)
f.show()

Listing 62 Plotting Holt’s method
forecasts and components in Python.

from statsmodels.tsa.api import Holt

N, t = 200, 160
realisations = pd.Series(list(sample_random_walk(0, 0.1, N)), range(N))
mod = Holt(realisations[:t+1]).fit(optimized=True)
params = [’smoothing_level’, ’smoothing_trend’, ’initial_level’, ’initial_trend’]
results=pd.DataFrame(index=["alpha","beta","l_0","b_0","SSE"] ,columns=["Holt’s"])
results["Holt’s"] = [mod.params[p] for p in params] + [mod.sse]
print(results)
forecasts = mod.forecast(N-(t+1)).rename(r’$\alpha=0.5$ and $\beta=0.5$’)
plot(realisations, pd.Series(np.nan, range(t+1)).append(forecasts))
plot_components(mod)
py.show()

where sample_random_walk is the function presented in Listing
55. Note that in some version of the library smoothing_trend and
initial_trend become smoothing_slope and initial_slope. List-
ing 62 illustrates the plot and plot_components functions.

Whilst it is possible to manually set values of model parameters,
function fit also allows to automatically estimate (optimized=True)
model parameters such as the initial level (l0) and the initial trend
(b0), as well as the two smoothing parameters α and β. Parameters
automatically estimated by the function are shown in Table 9.

Holt’s

α 0.797

β 0.000

l0 0.225

b0 0.148

SSE 151

Table 8 Holt’s method fitted model
parameters and Sum of Squared Errors
(SSE).

The level and slope components resulting from Holt’s decompo-
sition are shown in Fig. 79, which has been generated by function
plot_components.

Finally, prediction intervals can be obtained once more by
leveraging the state space formulation implemented in package
statsmodels.tsa.statespace.exponential_smoothing.
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Fig. 79 Holt’s method: level and slope
components of a random walk with
standard Gaussian noise and drift
c = 0.1.

def plot_ci(realisations, forecasts, forecasts_ci):
f = plt.figure(1)
plt.title("Holt’s forecasts\n State Space Model")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in enumerate(forecasts) if ~np.isnan(val)),

len(forecasts)-1
plt.axvspan(first, last, alpha=0.2, color=’blue’)
plt.plot(forecasts, "g", label="Holt’s forecasts ($\widehat{X}_t$)")
plt.plot(realisations, label="Actual values ($x_t$)")
t = next(x for x, val in enumerate(forecasts) if ~np.isnan(val)) - 1
forecast_index = np.arange(t+1, t+1 + len(forecasts_ci))
plt.fill_between(forecast_index, forecasts_ci.iloc[:, 0], forecasts_ci.iloc[:,

1], color=’r’, alpha=0.1)
plt.legend(loc="upper left")
plt.grid(True)
f.show()

N, t = 200, 160
realisations = pd.Series(list(sample_random_walk(0, 0.1, N)), range(N))
mod = ExponentialSmoothing(realisations[:t+1], trend=True,

initialization_method=’estimated’).fit(disp=False)
print(mod.summary())
forecasts = mod.get_forecast(N-(t+1))
forecasts_ci = forecasts.conf_int(alpha=0.05)
plot_ci(realisations, pd.Series(np.nan,

range(t+1)).append(forecasts.predicted_mean), forecasts_ci)
py.show()

The results are illustrated in Fig. 80.

Fig. 80 Holt’s method forecasts and
prediction intervals for a random walk
with standard Gaussian noise and drift
c = 0.1.
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Triple Exponential Smoothing (Holt-Winters’ seasonal method)

Holt’s method is not suitable if the time series features a seasonal
component. We shall here focus on time series featuring such com-
ponent. One of such series is the seasonal random walk previously
considered in the context of the Seasonal Naïve method.

Holt38 and Winters39 extended Holt’s method to capture a sea- 38 Charles C. Holt. Forecasting sea-
sonals and trends by exponentially
weighted moving averages. International
Journal of Forecasting, 20(1):5–10, 2004.
39 Peter R. Winters. Forecasting sales
by exponentially weighted moving
averages. Management Science, 6(3):
324–342, 1960.

sonal component. They discussed both additive and multiplicative
variants of their method. For the sake of brevity, we shall limit our
discussion to the additive method. In Holt-Winters’ method, given
past realisations {x1, x2, . . . , xt}, the forecast is defined as

X̂t+k , lt + kbt + st+k−mb(k−1)/mc

where bxc denotes the integer part of x, lt denotes an estimate of
the level of the series at time t, bt denotes an estimate of the trend
(slope) of the series at time t, and st denotes an estimate of the
seasonal component of the series at time t. We use m to denote the
frequency of the seasonality, that is the number of seasons in a year.
For example, for quarterly data m = 4, for monthly data m = 12.

Level, trend, and seasonal component estimates are obtained by
means of the following smoothing equations

lt = α(xt − st−m) + (1− α)(lt−1 + bt−1) (level equation)

bt = β(lt − lt−1) + (1− β)bt−1 (trend equation)

st = γ(xt − lt) + (1− γ)st−m (seasonal equation)

where 0 < α < 1, 0 < β < 1, 0 < γ < 1 are the smooth-
ing parameters for the level, trend, and seasonal component, re-
spectively. Holt-Winters’ method method is available in library
statsmodels.tsa.api and can be implemented as follows

def plot(realisations, forecasts):
f = plt.figure(1)
plt.title("Holt-Winters’ forecasts")
plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(realisations,
label="Actual values ($x_t$)")

plt.plot(forecasts, "g",
label="Holt-Winters’
forecasts ($\widehat{X}_t$)")

plt.legend(loc="upper left")
plt.grid(True)
f.show()

def plot_components(fit):
f = plt.figure(1)
pd.DataFrame(np.c_[fit.level,

fit.trend,
fit.season]).rename(

columns={0:’level’, 1:’trend’,
2:’seasonal’}).plot(
subplots=True)

plt.xlabel(’Period ($t$)’)
f.show()

Listing 63 Plotting Holt-Winters’
method forecasts and components in
Python.

from statsmodels.tsa.api import ExponentialSmoothing

N, t, m = 100, 80, 4
realisations = pd.Series(list(sample_seasonal_random_walk(N,m)), range(N))
mod = ExponentialSmoothing(realisations[:t+1], seasonal_periods=4, trend=’add’,

seasonal=’add’).fit(optimized=True)
params = [’smoothing_level’, ’smoothing_trend’, ’smoothing_seasonal’,

’initial_level’, ’initial_trend’]
results=pd.DataFrame(index=["alpha","beta","gamma","l_0","b_0","SSE"]

,columns=["Holt-Winters’"])
results["Holt-Winters’"] = [mod.params[p] for p in params] + [mod.sse]
print(results)
forecasts = mod.forecast(N-(t+1)).rename(r’$\alpha=0.5$ and $\beta=0.5$’)
plot(realisations, pd.Series(np.nan, range(t+1)).append(forecasts))
plot_components(mod)
py.show()

where sample_seasonal_random_walk is the function presented
in Listing 57. listing 63 illustrates the plot and plot_components

functions. Whilst it is possible to manually set values of model
parameters, function fit also allows to automatically estimate
(optimized=True) model parameters such as the initial level (l0) and
the initial trend (b0), as well as the three smoothing parameters α,
β, and γ. Parameters automatically estimated by the function are
shown in Table 9. The level and slope components resulting from
Holt-Winters’ decomposition are shown in Fig. 81, which has been
generated by function plot_components.

Holt-Winters’

α 0.000

β 0.000

γ 0.839

l0 2.48

b0 0.015

SSE 71.2

Table 9 Holt-Winters’ method fitted
model parameters and Sum of Squared
Errors (SSE).
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Fig. 81 Holt-Winters’ method: level,
slope, and seasonal components of a
seasonal random walk with standard
Gaussian noise and m = 4.

Finally, prediction intervals can be obtained once more by
leveraging the state space formulation implemented in package
statsmodels.tsa.statespace.exponential_smoothing (Fig. 82).

def plot_ci(realisations, forecasts,
forecasts_ci):

f = plt.figure(1)
plt.title("Holt-Winters’

forecasts\n State Space
Model")

plt.xlabel(’Period ($t$)’)
first, last = next(x for x, val in

enumerate(forecasts) if
~np.isnan(val)),
len(forecasts)-1

plt.axvspan(first, last, alpha=0.2,
color=’blue’)

plt.plot(realisations,
label="Actual values ($x_t$)")

plt.plot(forecasts, "g",
label="Holt-Winters’
forecasts ($\widehat{X}_t$)")

t = next(x for x, val in
enumerate(forecasts) if
~np.isnan(val)) - 1

forecast_index = np.arange(t+1, t+1
+ len(forecasts_ci))

plt.fill_between(forecast_index,
forecasts_ci.iloc[:, 0],
forecasts_ci.iloc[:, 1],
color=’r’, alpha=0.2)

plt.legend(loc="upper left")
plt.grid(True)
f.show()

Listing 64 Plotting Holt-Winters’
method forecasts and prediction
intervals in Python.

from statsmodels.tsa.statespace.exponential_smoothing import ExponentialSmoothing

N, t, m = 100, 80, 4
realisations = pd.Series(list(sample_seasonal_random_walk(N,m)), range(N))
mod = ExponentialSmoothing(realisations[:t+1], trend=’add’, seasonal=’add’,

initialization_method=’estimated’).fit(disp=False)
print(mod.summary())
forecasts = mod.get_forecast(N-(t+1))
forecasts_ci = forecasts.conf_int(alpha=0.05)
plot_ci(realisations, pd.Series(np.nan,

range(t+1)).append(forecasts.predicted_mean), forecasts_ci)
py.show()

Listing 64 illustrates the plot function.

Fig. 82 Holt-Winters’ method forecasts
and prediction intervals for a seasonal
random walk with standard Gaussian
noise and m = 4.
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ARIMA models

In practice, it is often the case that stochastic demands in different
periods are correlated; for instance, this may happen when we
only serve a few large customers, so that if demand is high at a
given period, one may expect demand in the following periods
to be lower (i.e. negatively correlated), because a high demand
may indicate that several customers have replenished their stock.
Autocorrelation, also known as serial correlation, is the correlation
of a signal with a delayed copy of itself as a function of delay.
Forecasting techniques that aim to describe autocorrelation in the
data have been developed by Box and Jenkins.40 40 George. E. P. Box and Gwilym M.

Jenkins. Time series analysis: Forecasting
and control. Holden-Day, 1976.

Differencing

We have seen in the section illustrating Box-Cox transformations
that logarithms and power transformations can help stabilising the
variance of a time series.

Conversely, differencing can help stabilise the mean of a time series
by removing changes in the level of a time series, and therefore
eliminating (or reducing) trend and seasonality.

A differenced time series y′t is the change between consecutive
observations in the original series, and can be written as

y′t = yt − yt−1.

When the differenced series is a white noise, the model for the
original series can be written as

yt − yt−1 = εt,

where εt is a white noise. By rearranging, we obtain yt = yt−1 + εt,
which suggests that the series is a realisation of a random walk.
If the differences have non-zero mean, say c, the series can be
expressed as yt = c + yt−1 + εt, that is as a random walk with drift.

A seasonal difference (or “lag-m difference”) is the difference
between an observation and the previous observation from the
same season. If seasonally differenced data appear to be white
noise, the series is a realisation of a seasonal random walk (Fig. 83).
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Fig. 83 Airline time series: Box-
Cox transformation and seasonal
differencing.

import statsmodels.api as sm, pandas as pd
import matplotlib.pyplot as plt
import scipy.stats as stats
from statsmodels.tsa.statespace.tools import diff

airpass = sm.datasets.get_rdataset("AirPassengers", "datasets")
fig, axs = plt.subplots(3)
axs[0].set_title(’Monthly Airline Passenger Numbers 1949-1960, in thousands’)
axs[0].plot(pd.Series(airpass.data["value"]))
series, l = stats.boxcox(airpass.data["value"])
axs[1].plot(series)
axs[1].set_title(’Box Cox Transformation’)
differenced = diff(series, k_diff=12)
axs[2].plot(differenced)
axs[2].set_title(’Seasonally differenced (m=12)’)
plt.xlabel(’Period ($t$)’)
fig.tight_layout()
plt.show()
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Autoregressive (AR) model

In an autoregression model, we forecast the variable of interest
using a linear combination of past values of the variable. The
term autoregression indicates that it is a regression of the variable
against itself.

Definition 15. An autoregressive model of order p, AR(p) in short, is
defined as

Xt , c +
p

∑
i=1

ϕiXt−i + εt,

where ϕ1, . . . , ϕp are the parameters of the model, c is a constant, and εt is
a white noise.

ϕ1 = 0 c = 0 white noise
ϕ1 = 1 c = 0 random walk
ϕ1 = 1 c 6= 0 random walk with drift

Table 10 Special cases of AR(1).
Note that the variance of the error term εt only affects the scale

of the series, not the patterns. By varying the parameters of the
model, we can obtain a wide range of different time series patterns,
some of which have been surveyed before (Table 10).

It is common to apply autoregressive models under the assump-
tion that the model underpinning the time series is stationary; for
this reason, some constraints on the values of the parameters are
required (Table 11). Typically, these constraints are automatically
enforced when a model is fit by an off-the-shelf software package.

AR(1) |ϕ1| < 1

AR(2) |ϕ1| < 1, |ϕ2| < 1,
|ϕ1 + ϕ2| < 1,
|ϕ2 − ϕ1| < 1

AR(p) roots of 1−∑
p
i=1 ϕizp−i

must lie outside the unit circle.

Table 11 Restrictions to model parame-
ters that ensures stationarity.

Example 26. Let {Xt} be a random walk with standard Gaussian noise
{εt}. We sample 200 realisations from this stochastic process as previously
shown in Listing 53. By leveraging statsmodels.tsa.ar_model.AutoReg

we fit an AR(1) model as follows.

import numpy as np, pandas as pd, statistics
from statsmodels.tsa.ar_model import AutoReg

N, t, p = 200, 180, 1
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
mod = AutoReg(realisations[0:t], p)
res = mod.fit()
print(res.summary())
print("Std residuals: "+str(statistics.stdev(res.resid)))

The result of the fitting procedure is the following.

AutoReg Model Results

==============================================================================

Dep. Variable: y No. Observations: 180

Model: AutoReg(1) Log Likelihood -248.301

Method: Conditional MLE S.D. of innovations 0.969

Date: Mon, 22 Feb 2021 AIC -0.030

Time: 00:12:02 BIC 0.023

Sample: 1 HQIC -0.008

180

==============================================================================

coef std err z P>|z| [0.025 0.975]

------------------------------------------------------------------------------

intercept 0.2950 0.126 2.340 0.019 0.048 0.542

y.L1 0.9327 0.027 34.319 0.000 0.879 0.986

Roots

=============================================================================

Real Imaginary Modulus Frequency

-----------------------------------------------------------------------------

AR.1 1.0721 +0.0000j 1.0721 0.0000

-----------------------------------------------------------------------------

Std residuals: 0.9714322305049528
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statsmodels.tsa.ar_model.ar_select_order automatically
selects the order p of an AR(p) process that best fits the data.

from statsmodels.tsa.ar_model import ar_select_order

N, t, p, max_order = 200, 180, 1, 10
realisations = pd.Series(list(sample_random_walk(0, N)), range(N))
sel = ar_select_order(realisations[0:t], max_order)
res = sel.model.fit()
print(res.summary())
print("Std residuals: "+str(statistics.stdev(res.resid)))

In our example this leads to the same result (p = 1), that is an AR(1)
process. Fitting diagnostics can be obtained as follows.

import matplotlib.pyplot as plt

fig = plt.figure(figsize=(16,9))
res.plot_diagnostics(fig=fig, lags=max_order)
plt.show()

The diagnostics for our example are shown in Fig. 84. The plots
illustrating standardised residuals, residual distribution histogram,
and Q-Q plot are similar to those previously presented. However,
the diagnostics here presented also include a “correlogram.”41 In 41 A correlogram (also called Auto

Correlation Function ACF Plot or
Autocorrelation plot) is a visual way
to show serial correlation in data that
changes over time.

this case, we see a spike at value 1 in the x-axis (which represents
the order p of the process), while values for x = 2, 3, . . . appear to
be random fluctuations that remain inside the confidence bands
illustrated and are not significantly different than 0. This suggests
that there is evidence of correlation between a period and the
previous one, as it is effectively the case in a random walk.

Fig. 84 Fitting an AR(1) to a random
walk: diagnostics.

Fig. 85 Forecasts for periods
180, . . . , 200 for an AR(1) process
fit to a random walk.

Finally, one can produce forecasts and prediction intervals by
using plot_predict (Fig. 85). The forecasts and prediction intervals
obtained are similar to those produced by the Naïve method for the
same example (Fig. 69).

res.plot_predict(start=t, end=N)
plt.plot(realisations[0:N], label="realisations")
plt.legend(loc="upper left")
plt.grid(True)
plt.show()
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Moving Average (MA) model

The Moving Average model specifies that the output variable de-
pends linearly on the current and various past values of a stochastic
error {εt}.

Definition 16. A Moving Average model of order q, MA(q) in short, is
defined as

Xt , µ + εt + θ1εt−1 + . . . + θqεt−q,

where µ is the mean of the series, θ1, . . . , θq are the parameters of the
model, and {εt} is a white noise.

In this model, Xt can be thought of as a weighted moving aver-
age of the past few forecast errors.

Lemma 33. The finite MA model is always stationary.

Lemma 34. Any stationary AR(p) model can be written as an MA(∞)
model.

Definition 17. An MA(q) model is invertible if it can be expressed as an
AR(∞) model.

For an MA(1) it is easy to show that the model is invertible if and
only if |θ| < 1; in fact, |θ| ≥ 1 means that more distant observations
have greater or equal influence on the current error than closer
ones — a situation that does not make much sense. Constraints
can be imposed on MA(q) model to ensure invertibility; these are
automatically enforced when a model is fit by a software package.

To sample from an MA(q) process we can leverage Listing 65.
Alternatively, statsmodels.tsa.arima_process.ArmaProcess com-
bines an AR(p) and an MA(q) to obtain a so-called ARMA(p, q)
process. By setting p = 0, an ARMA(p, q) process reduces to an
MA(q) process, which can be sampled (Listing 66).

def sample_MA_process(mu, theta,
realisations):

np.random.seed(1234)
errors = np.random.normal(0, 1,

realisations + len(theta))
theta = np.r_[1, theta][::-1]
for r in range(1,

min(len(theta),realisations+1)):
yield mu +

sum(np.multiply(theta[-r:],
errors[:r]))

for r in
range(realisations-len(theta)+1):

yield mu +
sum(np.multiply(theta,
errors[r:r+len(theta)]))

Listing 65 Sampling an MA(q) pro-
cess.

from statsmodels.tsa.arima_process
import ArmaProcess

def sample_ARMA0q_process(mu, theta,
realisations):

np.random.seed(1234)
dist = lambda size:

np.random.normal(0, 1, size)
arparams = np.array([])
maparams = np.array(theta)
# include zero-th lag
arparams = np.r_[1, arparams]
maparams = np.r_[1, maparams]
arma_t = ArmaProcess(arparams,

maparams)
return

arma_t.generate_sample(nsample
= realisations, distrvs=dist)

Listing 66 Sampling an ARMA(0, q)
process.

Example 27. Let {Xt} be an MA(q) process subject to standard Gaussian
noise {εt}, q = 2, and parameters θ1 = 0.8 and θ2 = 0.2. We sample 200
realisations from this stochastic process.

By using statsmodels.api.tsa.ARMA we fit an MA(q) model.

import numpy as np, pandas as pd, statsmodels.api as sm, statistics

mu, theta, N, t, max_order = 0, [0.8,0.2], 200, 180, 10
realisations = pd.Series(list(sample_MA_process_ARMA(mu, theta, N)), range(N))
mod = sm.tsa.ARMA(realisations[0:t], order=(0, 2))
res = mod.fit()
print(res.summary())
print("Std residuals: "+str(statistics.stdev(res.resid)))

The result after fitting an MA(2) model is shown below.
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ARMA Model Results

==============================================================================

Dep. Variable: y No. Observations: 180

Model: ARMA(0, 2) Log Likelihood -249.163

Method: css-mle S.D. of innovations 0.965

Date: Mon, 22 Feb 2021 AIC 506.326

Time: 00:27:11 BIC 519.098

Sample: 0 HQIC 511.505

==============================================================================

coef std err z P>|z| [0.025 0.975]

------------------------------------------------------------------------------

const 0.0847 0.122 0.693 0.488 -0.155 0.324

ma.L1.y 0.6220 0.074 8.448 0.000 0.478 0.766

ma.L2.y 0.0820 0.081 1.015 0.310 -0.076 0.241

Roots

=============================================================================

Real Imaginary Modulus Frequency

-----------------------------------------------------------------------------

MA.1 -2.3137 +0.0000j 2.3137 0.5000

MA.2 -5.2682 +0.0000j 5.2682 0.5000

-----------------------------------------------------------------------------

Std residuals: 0.967862299006029

While fitting the MA(q) model to the data, we assumed the order
q of the process was known. If this is not the case, one may analyse
the autocorrelation of the data. The autocorrelation function (ACF)
of an MA(q) process is zero at lag q + 1 and greater, thus it easy to
determine the correct value of q by inspecting the ACF (Fig. 86).

sm.graphics.tsa.plot_acf(realisations.values.squeeze(), lags=max_order)

The order of an ARMA(p, q) process can also be estimated via
the following function.

from statsmodels.tsa.stattools import arma_order_select_ic

order = arma_order_select_ic(realisations[0:t], ic=’aic’, max_ar = 5, max_ma = 5)
print(order.aic_min_order)

Fig. 86 Fitting an MA(2) model:
inspecting the ACF. In this instance the
ACF is nonzero for the first two lags.

Fig. 87 Forecasts for periods
180, . . . , 200 for an MA(2) process.

Finally, one can produce forecasts and prediction intervals by
using plot_predict (Fig. 87).

import matplotlib.pyplot as plt

res.plot_predict(start=t, end=N, plot_insample=False)
plt.plot(realisations[0:N], label="realisations")
plt.legend(loc="upper left")
plt.grid(True)
plt.show()
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Autoregressive Integrated Moving Average (ARIMA) model

ARIMA is an acronym for AutoRegressive Integrated Moving
Average (in this context, “integration” is the reverse of differencing).
The I (for “integrated”) indicates that the data values have been
replaced with the difference between their values and the previous
values, and this differencing process may have been performed
more than once.

Definition 18. An ARIMA(p, d, q) model can be written as

X′t , c + ϕ1y′t−1 + . . . + ϕpy′t−p + θ1εt−1 + . . . + θqεt−q + εt,

where c is a constant; X′t is the differenced stochastic process (note that the
process may have been differenced more than once); and {εt} is a white
noise. In an ARIMA(p, d, q) we define

p order of the autoregressive part;
d degree of first differencing involved;
q order of the moving average part.

The same stationarity and invertibility conditions that are used
for AR and MA models also apply to an ARIMA model.

Many of the models we have previously considered are special
cases of the ARIMA model, in particular

White noise ARIMA(0, 0, 0)
Random walk ARIMA(0, 1, 0) with no constant
Random walk with drift ARIMA(0, 1, 0) with a constant
Autoregression ARIMA(p, 0, 0)
Moving average ARIMA(0, 0, q)

import statsmodels.api as sm, pandas
as pd, statistics

from statsmodels.tsa.arima_model
import ARIMA

import matplotlib.pyplot as plt

N, t = 140, 136
airpass = sm.datasets.get_rdataset(

"AirPassengers", "datasets")
ts = pd.Series(airpass.data["value"])
ts = ts.astype(float)
model = ARIMA(ts[0:t], order=(0,1,0))
res = model.fit()
print(res.summary())
res.plot_predict(start=ts.index[3],

end=ts.index[-1], alpha=0.1)
plt.xlabel(’Period ($t$)’)
print("Std residuals:

"+str(statistics.stdev(res.resid)))
plt.show()

Listing 67 Fitting an ARIMA(0, 1, 0) to
a time series reporting fluctuations in
air passenger numbers.

Most software packages for time series analysis provide facilities
to automatically determine values of p, d, and q.

Example 28. We fit an ARIMA(0, 1, 0) to a time series reporting fluctua-
tions in air passenger numbers (Listing 67), and leverage the fitted model
to produce forecasts and prediction intervals (Fig. 88).

Fig. 88 Airline time series: forecasts
and prediction intervals obtained by
fitting an ARIMA(0, 1, 0) model. The
fitted constant is c = 2.58; the standard
deviation of residuals is σ = 31.2.
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Practical considerations

We conclude this chapter by emphasising the “ancillary” nature of
the predictive analysis carried out in this chapter. To be precise, any
predictive analysis is always ancillary to an associated prescriptive
analysis, which must necessarily be present, as

the only reason why we make predictions, is to act upon them.

While one may invest considerable time — and sometime have
fun — fiddling with models and data, contrasting forecast quality
metrics, and trying to determine the most appropriate model that
fits a given set of data; it is important to bear in mind that trying
to determine the best model that fits a given set of data is an ill-posed
problem. This is because any predictive model is instrumental to a
given purpose. Therefore a model that may be suitable to support a
given decision, may perform poorly (or simply become irrelevant) if
employed in the context of a different decision.

It becomes then clear that three elements are necessary to make
sure the problem we are dealing with is well-posed: the data, a
predictive model that captures salient features of the data, and the
associated prescriptive challenge, which is the decision making
problem which the predictive model aims to support.

As we have seen in the previous chapters, in inventory control
there are essentially three decisions that must be considered in
each period: when to review the inventory, when to place an order,
and how much to order. To determine answers to each of these
questions, one needs, to the very least, forecasts of the future level
— that is the mean value µ — of the customer demand per period;
these can be used in the context of deterministic decision support
models such as those we have considered in previous chapters. Ide-
ally, however, to enable probabilistic reasoning one is also interested
in obtaining an estimation of the forecast errors associated with these
estimates — that is the standard deviation σ of the model residuals,
which we have shown how to compute in this chapter.

In essence, no matter what forecasting model we adopt to predict
customer demand, what we aim to produce are two values: µt and
σt for each period t in our planning horizon. In the next section, we
will see how these estimates can then be used to build stochastic
decision support models to address specific challenges in the realm
of prescriptive inventory analytics.

Finally, it is important to point out that separating a given chal-
lenge into predictive and prescriptive subproblems is a convenient
divide and conquer strategy, which may however lead to suboptimal
decisions. Latest research in inventory control [see e.g. Rossi et al.,
2014a, Levi et al., 2015] aims at addressing these questions in an
integrated manner rather than independently.




